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Linux kernel: a toolbox

▶ standard interface to access peripherals from userspace (timer, gpio)
▶ access to scheduler to add tasks (tasklet)
▶ consistent access to resources: semaphore and mutex

Handling events (e.g. interrupts) and propagate a signal to userspace applications
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Kernel API

Core functions provided by the kernel to handle userspace applications: scheduler, timer,
communication with userspace
▶ tasks (tasklet): software interrupts 1

char my_tasklet_data[]="my_tasklet_function was called";
void my_tasklet_function( unsigned long data )
{ printk( "%s\n", (char *)data ); return; }

DECLARE_TASKLET( my_tasklet, my_tasklet_function,
(unsigned long) &my_tasklet_data );

int init_module( void )
{ tasklet_schedule( &my_tasklet ); return 0; }

void cleanup_module( void )
{ tasklet_kill( &my_tasklet ); return; }

→ ISR must be short and create a tasklet scheduled when time allows

1https://developer.ibm.com/technologies/linux/tutorials/l-tasklets/
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Kernel module: using gpiolib & interrupt handling

Test if GPIO is available (22 = EINVAL, 16 = EBUSY) 2

static irqreturn_t irq_handler(int irq, void *dev_id)
{...

return IRQ_HANDLED;
}

gpio =906+10; // MIO10
err=gpio_is_valid(gpio);
err=gpio_request_one(gpio, GPIOF_IN, "jmf_irq");
if (err!=-22)

{irq = gpio_to_irq(gpio);
irq_set_irq_type(irq, IRQ_TYPE_EDGE_BOTH);
err = request_irq(irq, irq_handler, IRQF_SHARED, "GPIO jmf", &dummy);
dummy=0;

}

2/usr/include/asm-generic/errno-base.h
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Signals: event handler in userspace

Userspace equivalent to software interrupt: signals

#include <signal.h>

void my_handler (int sig) {
printf ("I got SIGINT, number %d\n", sig);}

int main ( void ) {
signal (SIGINT, my_handler);
while (1) {}

}

leads to, every time CTRL-C is hit (kill with kill -9 PID)

jmfriedt@(none):~$ ./sigint
I got SIGINT, number 2
I got SIGINT, number 2
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Interrupt signal distribution

Sharing interrupt information through signals
1. a unique hardware interrupt handling module (kernel)
2. multiple userspace programs might react to an interrupt
3. each program registers with the module
4. the module reacts quickly to the interrupt signal ...
5. ... and informs the programs identified through their PID when time allows.
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Interrupt signal distribution

Alternate solution (thread)
1. a program wants to be notified of an interrupt as it is running
2. creates a thread blocked when reading a communication interface with the kernel in /sys/class

or /dev
3. when the interrupt is triggered, the module unblocks the read syscall handling function ... 3 4

4. ... and the thread notifies the program of the event.

3http://www.makelinux.net/ldd3/chp-6-sect-2
4http://www.makelinux.net/ldd3/chp-5-sect-3 for kernel semaphores
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Shared data protection: mutex

Blocks-unblocks parts of the software using a common resource:
only one part of a software using a mutex can be executed at any given time

#include <linux/mutex.h>
struct mutex mymutex;

mutex_init(&mymutex);

mutex_lock(&mymutex); // blocks
...
mutex_unlock(&mymutex); // unblocks

As many mutex as shared resources

8 / 34



Shared data protection: spinlock

A mutex removes the task from the scheduler ⇒ slow
For fast operations (interrupts), actively probe the lock: spinlock

#include <linux/spinlock.h>
static DEFINE_SPINLOCK(myspin);

spin_lock_init(&myspin);

spin_lock(&myspin);
...
spin_unlock(&myspin);

MODULE_LICENSE("GPL");

deadlock issue: two processes calling simultaneously blocking conditions (e.g. SMP architecture
with two cores locking mutex depending on each other).
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Demonstration with GPIO
▶ The two PS GPIO available are connected to LEDs ⇒ output only
▶ Other MIO are set for communication (I2C, SPI in ps7_init.c)⇒ reconfigure as GPIO
▶ MIO10 is pin 3 of E2 connector
▶ 3 bits L0_SEL, L1_SEL and L2_SEL

select the GPIO function

> devmem 0xF800012C # GPIO clock active
0x00500444
> devmem 0xF8000728 # A = SPI
0x000016A0
> devmem 0xF8000728 32 0x00001600
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Accessing the GPIO using gpiolib: interrupt handling
#include <linux/module.h> /* Needed by all modules */
#include <linux/kernel.h> /* Needed for KERN_INFO */
#include <linux/init.h> /* Needed for the macros */
#include <linux/interrupt.h>
#include <linux/irq.h>
#include <linux/gpio.h>

static int dummy , irq , dev_id , jmf_gpio =906+10; // select the wanted GPIO

static irqreturn_t irq_handler(int irq , void *dev_id)
{dummy ++; printk(KERN_INFO "plip %d",dummy);
return IRQ_HANDLED;

}

int hello_start ()
{int err;
err=gpio_is_valid(jmf_gpio);
err=gpio_request_one(jmf_gpio , GPIOF_IN , "jmf_irq");
if (err != -22)

{irq = gpio_to_irq(jmf_gpio);
irq_set_irq_type(irq , IRQ_TYPE_EDGE_BOTH);
err = request_irq(irq , irq_handler , IRQF_SHARED , "GPIO jmf", &dev_id);
dummy =0;

}
return 0;

}

void hello_end ()
{free_irq(irq ,& dev_id);
gpio_free(jmf_gpio);

}

module_init(hello_start);
module_exit(hello_end);

MODULE_LICENSE("GPL"); // needed to use Linux kernel functions
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Accessing the GPIO using gpiolib: sending a signal
#include <linux/sched/signal.h> // kill_pid
#ifdef __ARMEL__ // on Redpitaya
#include <linux/gpio.h>

static irqreturn_t irq_handler(int irq , void *dev_id)
#else // on PC
struct timer_list exp_timer;

static void irq_handler(struct timer_list *t)
#endif
{struct pid *mypid;
if (pid !=0)

{mypid= find_vpid(pid);
if (mypid == NULL)

pr_info("Cannot find PID from user program\r\n");
else // do_send_sig_info(SIGUSR1 , SEND_SIG_FORCED , task , PIDTYPE_MAX);

kill_pid(mypid , SIGUSR1 , 1);
}

#ifdef __ARMEL__
return IRQ_HANDLED;

#else
mod_timer(t, jiffies + HZ);

#endif
}

static ssize_t dev_write(struct file *fil ,const char *buff ,size_t len ,loff_t *off)
{int mylen;
char buf [15];
if (len >14) mylen =14; else mylen=len;
if (copy_from_user(buf , buff , mylen) == 0) sscanf(buf , "%d", &pid);
printk("PID %d registered",pid);
return len;

}
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Accessing the GPIO using gpiolib: creating a task to handle the interrupt
static struct work_struct irq_work;

static irqreturn_t irq_handler(int irq , void *dev_id)
{schedule_work (& irq_work); // long task handled when time allows
return IRQ_HANDLED;

}

void do_something(struct work_struct *data)
{struct pid *mypid;
if (pid !=0)

{mypid= find_vpid(pid);
if (mypid == NULL)

pr_info("Cannot find PID from user program\r\n");
else // do_send_sig_info(SIGUSR1 , SEND_SIG_FORCED , task , PIDTYPE_MAX);

kill_pid(mypid , SIGUSR1 , 1);
}

#ifdef __ARMEL__
return IRQ_HANDLED;

#else
mod_timer(t, jiffies + HZ);

#endif
}

int hello_start () // init_module(void)
{...
INIT_WORK (&irq_work , do_something);
...
err = request_irq(irq , irq_handler , IRQF_SHARED , "GPIO jmf", &irq_id);

}

void hello_end () // cleanup_module(void)
{...
free_irq(irq ,& irq_id);

}
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Accessing the GPIO using gpiolib: userspace
#include <stdio.h>
#include <stdlib.h>
#include <signal.h>
#include <string.h>
#include <sys/types.h>
#include <sys/stat.h>
#include <unistd.h>
#include <fcntl.h>

void signal_handler(int signum)
{printf("Signal received\r\n");}

int main()
{FILE *f;
signal(SIGUSR1 , signal_handler);
printf("My PID is %d.\n", getpid ());
f=fopen("/dev/jmf","w"); // tune to communication interface with module
fprintf(f,"%d\n", getpid ()); fflush(f);
fclose(f);
while (1) {};
return 0;

}

⇒ read() blocking from a separate thread, unblocked by interrupt trigger
#include <pthread.h> // compile with -lpthread

void *function(void *dummy) {[...]} // blocking read and react to interrupt

int main()
{pthread_t my_thread;
pthread_create (&my_thread , NULL , function , NULL); // last NULL = dummy param
pthread_join(my_thread , NULL);

}

14 / 34



Real time operating systems: concepts

▶ Real time: the more abstraction layers are added, the greater the risk of increased latencies
▶ Real times aims at meeting a bounded latency.
▶ Some real time “operating systems” (executive environments): http://www.freertos.org/,

http://www.rtems.com/
▶ Linux as a solution for using on embedded systems 5 6 software developed on consumer-grade PC
▶ Interrupts are a source of latency (other tasks are handled that the current task) ⇒ atomic

processes that cannot be interrupted (deactivate hardware interrupts when starting the atomic
task and re-activate when leaving ... with the risk of loosing data).

▶ Real time extension for Linux: Xenomai 7.

5P. Ficheux & É. Bénard, Linux Embarqué 4ème édition, Eyrolles (2012)
6K. Yaghmour, J. Masters, G. Ben-Yossef, P. Gerum, Building Embedded Linux Systems, 2nd Ed., O’Reilly (2008)
7http://www.xenomai.org/index.php/Main_Page
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Solutions

Micro-kernel executing Linux or RT extension RT of Linux 8 9

▶ RTAI (kernel module)
▶ Xenomai (userspace)
▶ PREEMPT_RT: modify the Linux scheduler to try and meet real time constraints
Need to support micro-kernel evolutions with Linux and support for new hardware

8J. Altenberg, Introduction to Realtime Linux, Embedded Linux Conference Europe (2017) à
https://www.youtube.com/watch?v=BKkX9WASfpI

9J.H. Brown, B. Martin, How fast is fast enough? Choosing between Xenomai and Linux for real-time
applications, Proc. 12th Real-Time Linux Workshop (RTLWS’12) (2010)
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Xenomai
▶ Xenomai is a set of patches for the Linux kernel.
▶ Domains ≃ kernels. Concurrent access to resources.
▶ Xenomai applications are executed in userspace.

xenomai

xenomai
domaine 1

...

interfaces

domaine 2

linuxnatif RTAI
linux

noyau temps réel

ipipe

matériel

Skins = various APIs towards the real-time Xenomai kernel
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Real-time applications: non-real time system

Real-time application: real-time Xenomai extension for Linux 10

10All figures from P. Ficheux &. P. Kadionik, Temps réel sous Linux (reloaded), GNU/Linux Magazine France, Hors
Série 24 (Février-Mars 2006), pp.72-81
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Xenomai: real time extension for Linux

Latency qualification: direct hardware access without crossing all kernel abstraction layers
unsigned char* red_gpio_init ()
{const int base_addr2= 0xe000a000;
unsigned char *h = NULL;
unsigned int page_addr ,page_offset;
unsigned page_size=sysconf(_SC_PAGESIZE);

[...]
page_addr = base_addr2 & (~( page_size -1));
page_offset= base_addr2 -page_addr;
map_file = open("/dev/mem", O_RDWR | O_SYNC);
h=mmap(NULL ,page_size ,PROT_READ|PROT_WRITE ,MAP_SHARED ,map_file ,page_addr);
return(h);

}

void red_gpio_output(unsigned char *h,int num ,int value)
{if (value !=0)

*( unsigned int*)(h+0x040)|=(1<<num); // output value
else

*( unsigned int*)(h+0x040)&=(~(1<<num));
}
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Xenomai: real time extension for Linux
▶ The Linux kernel becomes a Xenomai task11 with lower priority
▶ Tasks are assigned a priority order ⇒ real time tasks will exhibit

bounded latencies
#define GPIO 10
int status =0; // triggered by timer
unsigned char *h;

void test(int signum) {
red_gpio_output(h,GPIO ,status);
status ^=0 xff;

}

int main()
{struct sigaction sa;
struct itimerval timer;

h=red_gpio_init ();
red_gpio_set_cfgpin(h,GPIO); // MIO10

memset (&sa , 0,sizeof(sa));
sa.sa_handler = &test;
sigaction(SIGVTALRM ,&sa, NULL);
timer.it_value.tv_sec = 0; // timer expires after TIMESLEEP us
timer.it_value.tv_usec = TIMESLEEP;
timer.it_interval.tv_sec = 0; // and every TIMESLEEP us after
timer.it_interval.tv_usec = TIMESLEEP;
setitimer(ITIMER_VIRTUAL , &timer , NULL);
while (1);
red_gpio_cleanup ();
return 0;

}

Heavy load

Unloaded
11P.Ficheux, Les distributions “embarquées” pour Rasberry PI, Opensilicium 7 (2013) 21 / 34



Xenomai: real time extension for Linux
▶ The Linux kernel becomes a Xenomai task12 with lower priority
▶ Tasks are assigned a priority order ⇒ real time tasks will exhibit

bounded latencies

#define GPIO 10

int main()
{int status =0;
unsigned char *h;

h=red_gpio_init ();
red_gpio_set_cfgpin(h,GPIO); // MIO10

while (1) {
red_gpio_output(h,GPIO ,status); usleep(TIMESLEEP);
status ^=0 xff;

}
red_gpio_cleanup ();
return 0;

}

Heavy load

Unloaded
12P.Ficheux, Les distributions “embarquées” pour Rasberry PI, Opensilicium 7 (2013) 22 / 34



Xenomai: real time extension for Linux
▶ The Linux kernel becomes a Xenomai task13 with lower priority
▶ Tasks are assigned a priority order ⇒ real time tasks will exhibit

bounded latencies
#include <native/task.h>
#define GPIO 10

RT_TASK blink_task;
unsigned char *h;

void blink(void *arg){
int status =0;
rt_printf("blink task\n");
rt_task_set_periodic(NULL , TM_NOW , TIMESLEEP *1000);
while (1)

{rt_task_wait_period(NULL);
red_gpio_output(h,GPIO ,status);
status ^=0 xff;
nanosleep (&tim ,NULL);

}
}

int main(int argc , char *argv [])
{h=red_gpio_init ();
red_gpio_set_cfgpin(h,GPIO); // MIO10
mlockall(MCL_CURRENT|MCL_FUTURE); // Avoid memory swapping
rt_task_create (&blink_task , "blinkLed", 0, 99, 0);
rt_task_start (& blink_task , &blink , NULL);
pause ();
rt_task_delete (& blink_task);
red_gpio_cleanup ();
return 0;

}

Heavy load

Unloaded
13P.Ficheux, Les distributions “embarquées” pour Rasberry PI, Opensilicium 7 (2013)
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Xenomai: real time extension for Linux
▶ The Linux kernel becomes a Xenomai task14 with lower priority
▶ Tasks are assigned a priority order ⇒ real time tasks will exhibit

bounded latencies
#include <native/task.h>
#define GPIO 10

RT_TASK blink_task;
unsigned char *h;

void blink(void *arg){
int status =0;
struct timespec tim = {0,TIMESLEEP *1000};
while (1)

{red_gpio_output(h,GPIO ,status);
status ^=0 xff;
if (nanosleep (&tim ,NULL) != 0)

{printf("usleep error\n");return ;}
}

}

int main(int argc , char *argv [])
{h=red_gpio_init ();
red_gpio_set_cfgpin(h,GPIO); // MIO10
mlockall(MCL_CURRENT|MCL_FUTURE); // Avoid memory swapping
rt_printf("hello RT world\n");
rt_task_create (&blink_task , "blinkLed", 0, 99, 0);
rt_task_start (& blink_task , &blink , NULL);
pause ();
rt_task_delete (& blink_task);
red_gpio_cleanup ();
return 0;

}

Heavy load

Unloaded
14P.Ficheux, Les distributions “embarquées” pour Rasberry PI, Opensilicium 7 (2013)
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Real time applications

Example of acquiring an image with a clock defined by the optical sensor:
on a multitasking operating system, interrupts must be disabled during pixel acquisition ⇒ loss of
scheduler (single task) and network communication.

Example of a software implementation of a sound card → use the Queued ADC (buffered) 15

15S. Guinot, J.-M Friedt, La réception d’images météorologiques issues de satellites : utilisation d’un système
embarqué, GNU/Linux Magazine France, Hors Série 24 (Février 2006)
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PREEMPT_RT16

Patching the Buildroot kernel for PREEMPT_RT support:
wget https :// buildroot.org/downloads/buildroot -2023.08.2. tar.gz
tar jxvf buildroot -2023.08.2. tar.gz
cd buildroot -2023.08.2
make redpitaya_defconfig # assumes https :// github.com/trabucayre/redpitaya was installed and sourced
make linux -menuconfig
cd dl/linux/git
git remote add rt_origin https :// git.kernel.org/pub/scm/linux/kernel/git/rt/linux -rt -devel.git
git checkout xilinx -v2023 .1
git merge v6.1-rc7 -rt5
git checkout --ours drivers/net/ethernet/xilinx/xilinx_axienet_main.c
git add drivers/net/ethernet/xilinx/xilinx_axienet_main.c
git merge --continue # (Commit and exit)
cp -r git/* ../../ output/build/linux -xilinx -v2022 .1/
cd ../..
make linux -menuconfig
/PREEMPT_RT

Prompt: Fully Preemptible Kernel (Real-Time)
Depends on: <choice> && EXPERT [=y] && ARCH_SUPPORTS_RT [=y]
Location:
-> General setup
-> Preemption Model (<choice> [=y])

(1) -> Fully Preemptible Kernel (Real-Time) (PREEMPT_RT [=y])
Selects: PREEMPTION [=y]

Preemption Model
Use the arrow keys to navigate this window or press the
hotkey of the item you wish to select followed by the <SPACE
BAR>. Press <?> for additional information about this

( ) No Forced Preemption (Server)
( ) Voluntary Kernel Preemption (Desktop)
( ) Preemptible Kernel (Low-Latency Desktop)
(X) Fully Preemptible Kernel (Real-Time)

Linux redpitaya 5.15.0-xilinx #1 SMP PREEMPT → Linux redpitaya 6.1.0-rt5-xilinx #5 SMP PREEMPT_RT

16See https://xilinx-wiki.atlassian.net/wiki/spaces/A/pages/18842435/Real-Time+Linux
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#include <sched.h>
#include <string.h>
#include "ledlib.h"

int main(int argc , char **argv)
{int status=0,GPIO;
unsigned char *h;
if (argc >1)

GPIO=atoi(argv [1]);
else

GPIO =10;
h=red_gpio_init(GPIO);
red_gpio_set_cfgpin(h,GPIO); // LED0

cpu_set_t mask;
struct sched_param param;
memset (&param , 0, sizeof(param));
param.sched_priority=sched_get_priority_max(SCHED_FIFO→

↪→);
sched_setscheduler (0, SCHED_FIFO , &param);
CPU_ZERO (&mask);
CPU_SET(1, &mask);
sched_setaffinity (0, sizeof(cpu_set_t), &mask);

while (1) {
red_gpio_output(h,GPIO ,status); usleep(TIMESLEEP);
status ^=0xff;

}
red_gpio_cleanup ();
return 0;

}

stress –cpu 8 –io 4 –vm 2 –vm-bytes 128M
–timeout 10s
Left: unloaded, right: loaded
Top: RT, bottom: basic scheduler

16https://github.com/pavel-demin/red-pitaya-notes/blob/master/projects/sdr_receiver_wide_122_88/server/sdr-receiver-wide.c#L43-L49
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PREEMPT_RT

Massive improvement from tuning the
scheduler rule, even with PREEMPT ker-
nel

▶ Left: Sigalarm, no load (top:
classical scheduler, bottom: RT)

▶ Middle: Sigalarm, loaded (top:
classical scheduler, bottom: RT)
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Beyond processors (CPUs)...

▶ Add dedicated peripherals to unload the processor: coprocessors for specific, complex tasks
(audio codec, Ethernet, graphics).

▶ Alternative to software real time: reconfigurable hardware dedicated to fast processing reducing
the constraints on latencies when handled by the processor (UART, FIFO, Queued ADC of the
Coldfire).

▶ Multiple System On Chips (SOC) include programmable logic
▶ Xilinx Zynq,
▶ Atera/Intel SoC FPGA,
▶ Lattice/Microsemi SmartFusion (ARM),
▶ Microsemi PolarFire (RISC-V)
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Hardware coprocessors in microcontrollers
Analog Devices ADuC7026: a few logic gate cells

Software (re)configurable from the firmware
PLACLK = 0x0003; // Clk Source configuration
PLAELM0 = 0x0018; // output = P0.4, P0.5
PLAELM1 = 0x00CC;
PLAELM2 = 0x000A;
PLAELM3 = 0x0058;
PLAELM4 = 0x0246;
PLAELM5 = 0x0258;

...
PLADIN =0 xffff;
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Hardware coprocessors in microcontrollers
megaAVR 0-Series CCL (Configurable Custom Logic) 17 18

17ww1.microchip.com/downloads/en/DeviceDoc/40002015A.pdf
18hackaday.com/2018/03/02/new-part-day-atmegas-with-programmable-logic/ 31 / 34
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Reconfigurable hardware: FPGA
▶ The FPGA can be tailored to each new application without the need to add new hardware

(however, still needs to shape the input signals)
▶ Camera: the video stream defines the datarate
▶ CPU only running an Operating System requires disabling all interrupts (and hence the OS

scheduler)
▶ here, the FPGA collects and stores the pixel values of the image, and transfers to the CPU when

ready
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FPGA+CPU
▶ CPU in charge of non-real time tasks (networking, human interface, pre and post-processing)
▶ FPGA in charge of tasks requiring hard real time constraints (here, filling a FIFO with the data

collected by a fast ADC): Xilinx Zynq
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Practical demonstration
▶ Using the Red Pitaya since the Zynq is supported by Xenomai
▶ Compile buildroot with a kernel tailored for Xenomai: https://github.com/trabucayre/redpitaya configured

with make redpitaya_xenomai_defconfig using the 2023.08-rc3 version of Buildroot 19

▶ Compile applications to test real-time concepts
GPIO management: use http://jmfriedt.free.fr/ledlib.c et ledlib.h
▶ unsigned char* red_gpio_init(int); returns a pointer to the memory mapped to the GPIO controller (arg =

MIO number)
▶ void red_gpio_set_cfgpin(unsigned char *, int ); defines the pin as a GPIO
▶ void red_gpio_output(unsigned char *,int ,int ); defines the GPIO state (3rd arg) of an pin (2nd arg) set

as output
Timing:
▶ Under GNU/Linux: usleep(int); or sigalarm
▶ with Xenomai: int nanosleep(const struct timespec*,NULL);
▶ Real-time task creation: int rt_task_spawn(RT_TASK*, const char*,int,int,int,

void(*)(*cookie),void*); with arguments including the task, its name (NULL), stack size (0 for automated
allocation), priority (higher for increased priority, up to 99), mode (T_JOIGNABLE), function pointer, optional
arguments (NULL)

▶ Launch the Xenomai scheduler: int rt_task_join (RT_TASK *);
19→ /home/jmfriedt/buildroot-2023.08-rc3_xenomai
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